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Drug sensitivity prediction

Given a learning set of drugs and a set of cell 
lines, learn to predict effect of the drugs on new 
cell lines based on omics measurements.
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Multiple views on a cell: DREAM meets reality

I Core problem in personalized cancer medicine
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Solexa pipeline: bridge amplification
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A. How can we optimally use the different measurement data?

B. How can we bring in prior biological knowledge?

C. How can we learn from comparatively few training examples?



Why is this important?

 This is a simplified laboratory version of the 
personalized medicine task; each cell line is a 
model of a certain type of cancer
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• Given genomic measurements, 
predict effectiveness of an 
anonymized drug 

• 53 cell lines, of which 18 test data 
• 31 drugs 
• expression (RNA-seq, arrays), exome 

seq, CNV, methylation, RPPA

NCI-DREAM drug sensitivity prediction challenge



Details of the modelling

Keywords: Multiple kernel learning, multiview 
learning, multitask learning, Bayesian 
inference
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Method: graphical model of proposed solution
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NCI-DREAM drug sensitivity 
prediction challenge

The method gave consistently the 
most accurate predictions (of 47 
teams)

Costello et al., Nature Biotechnology, 2014



Setup
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Problem types
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User needed on-line
Only little A lot

Information 
retrieval

Data mining
Visual analytics

AutoML

Most of  
machine 
learning

Interesting 
region for new  

machine learning!



Improving genomics-based predictions for 
precision medicine through active 
elicitation of expert knowledge

ISMB 2018 
 
Iiris Sundin1, Tomi Peltola1, Luana Micallef1, Homayun 
Afrabandpey1, Marta Soare1,  Muntasir Mamun Majumder2, 
Pedram Daee1, Chen He3, Baris Serim3, Aki Havulinna2,4, 
Caroline Heckman2, Giulio Jacucci3, Pekka Marttinen1 and 

Samuel Kaski1 

1Helsinki Institute for Information Technology HIIT, Department of Computer  
     Science, Aalto University, Finland 
2Institute for Molecular Medicine Finland (FIMM), University of Helsinki  
3Helsinki Institute for Information Technology HIIT, Department of Computer  
     Science, University of Helsinki, Finland 
4National Institute for Health and Welfare THL, Helsinki, Finland

See also: Daee et al., Machine Learning, 2017



 12

Task: prediction for high-dim data

Predictors Outputs
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Task: prediction for high-dim data

Predictors Outputs

Precision medicine: Molecular measurements 
and other data

Efficacy of 
treatments
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Task: prediction for high-dim data

Predictors Outputs

Problem: Too little data for estimating the 
predictor (“Small n, large p”)

Precision medicine: Molecular measurements 
and other data

Efficacy of 
treatments



 15

Our approach: Model expert as 
another data source

But with two differences: 

1. Observation model is different 

2. Observations need to be collected 
sequentially, minimizing their number
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Related lines of research
Prior elicitation

Interactive  
prior knowledge elicitation

Drug sensitivity 
 prediction

Sparse models: Lasso, Elastic net. 
Recently others too

• Garnett et al., Nature, 
2012. 

• Costello et al., Nature 
Biotechnology, 2014 

• …

• O’Hagan et al., Wiley, 2006.  
• Garthwaite et al., Journal of 

Applied Statistics, 2013. 
• Kadane et al., Journal of the 

American Statistical Association, 
1980. 

• …

Elicitation beforehand

• Ashtiani et al., In Proc of NIPS, 2016 
• Daee et al., Machine Learning, 2017. 
• Micallef et al., In Proc of IUI, 2017.
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Interactive expert knowledge 
elicitation

Interactive system brings an expert to the loop 
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Sparse regression with feedback 
observation model

 Response of nth patient to drug d 
 Genomic features of the patient n 
 Residual variance 

• Sparsity inducing 
spike-and-slab prior
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Sparse regression with feedback 
observation model
• User observation model: Relevance feedback

9.7.2018
10

Sparse regression with feedback 
observation model
• User observation model: Relevance feedback

!",$%&' ~ )",$ Bernoulli 2"%&' + (1 − )",$) Bernoulli 1 − 2"%&'
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Sequential experimental design

• Maximizes the expected information gain in next query 

• Posterior predictive before and after feedback on how 
feature  affects the response to drug  

! Selects a pair of feature  and drug 

9.7.2018
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• Maximizes the expected information gain in next query
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• Posterior predictive before and after feedback on how 
feature F affects the response to drug G

à Selects a pair of feature H and drug I
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Targeted elicitation

Maximizes the expected information gain in next query  

• Posterior predictive before and after feedback on how 
feature  affects the response to drug  

! Selects a pair of feature  and drug 

9.7.2018
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Targeted elicitation
Maximizes the expected information gain in next query
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• Posterior predictive before and after feedback on how 
feature F affects the response to drug G

à Selects a pair of feature H and drug I
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Why is this difficult?

• No closed form solution is available for  
• Posterior distribution 
• Predictive distributions 
• Information gain maximization 

• High dimensionality 
• Needs to be fast for user interaction
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Why is this difficult?

• No closed form solution is available for  
• Posterior distribution 
• Predictive distributions 
• Information gain maximization 

• High dimensionality 
• Needs to be fast for user interaction 

Solution: Deterministic posterior approximations 
• Expectation propagation 
• Partial/single-step EP updates for candidate 

evaluation (Seeger 2008)
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Case 1: Predict cholesterol levels, 
simulated expert

Predictors p Outputs

Larger 
cohort, 
N=24925

Smaller 
cohort, 
N=3918

HDL, LDL, TC, TG
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Case 1: Cholesterol, simulated 
expert

threshold in the meta-analysis (Kettunen et al., 2016)) as relevant (for

each target separately) and those with larger than 0.9 (arbitrary; sensi-

tivity to this is investigated in the result) as irrelevant. Directional feed-

back was generated for all relevant SNPs by taking the sign of the

regression coefficient in the meta-analysis results. This resulted in 13,

46, 39, and 11 SNPs being considered relevant and 1010, 859 620 and

628 SNPs not relevant for HCL-C, LDL-C, TC and TG, respectively.

The rest of the SNPs was considered to be of unknown relevance.

The hyperparameters of the prediction model were set as

ar ¼ 4; br ¼ 4; aq ¼ 2; bq ¼ 98; l ¼ "3:25; x2 ¼ 1
2, and ap ¼ 19;

bp ¼ 1 to reflect relatively vague information on the residual vari-

ance (roughly higher than 0.5), a preference for sparse models and

small effect sizes that one expects in SNP-based regression, and the

a priori quality of the expert knowledge as 19 correct feedbacks out

of 20. A sensitivity analysis with regard to the sparsity and effect

size parameters is given in the Supplementary Material.

For predictive performance evaluation, the data were divided

randomly into a training set of 1000 and a test set of 2918 individu-

als. The proposed methods are compared against two baselines: con-

stant prediction with the training data mean and elastic net. Elastic

net is a state-of-the-art method that includes ridge and lasso regres-

sion as special cases [Elastic net is implemented using the glmnet

R-package (Friedman et al., 2010) with nested cross-validation for

choosing the regularization parameters.]. The concordance index

(C-index; the probability of predicting the correct order for a pair of

samples; higher is better) (Costello et al., 2014; Harrell, 2015) and

the mean squared error (MSE; lower is better), computed on the test

set, are used as the performance measures. Bayesian bootstrap

(Rubin, 1981) over the predictions is used to evaluate the uncer-

tainty in pairwise model comparisons: in particular, we compute

the probability that model M1 is better than model M2 as follows Pr

ðM1 is better than M2Þ ¼ 1
B

PB
b¼1 IðM1 is better than M2 in bootstrap

sample bÞ, where I(C)¼1 if condition C holds and 0 otherwise

(Vehtari and Lampinen, 2002).

3.1.2 Simulated sequential elicitation user experiment

We simulated sequential expert knowledge elicitation by iteratively

querying (metabolite, feature) pairs for feedback, and answering the

queries using the generated feedback. At each iteration, the models

were updated and the next query chosen, based on the feedback eli-

cited up to that iteration, and the training data which does not

change. We compared the elicitation methods described in Section

2.2.1. The queries for the targeted sequential experimental design

approach were generated by running each test sample as a target in-

dividual separately. The queries were selected without replacement

from the 12 428 possible queries (4 metabolites % 3, 107 SNPs).

3.1.3 Results

Expert knowledge can improve genomics-based prediction accuracy.

Table 1 shows the prediction performance averaged over the four

target metabolites (see Supplementary Material for target-wise per-

formance measures; same conclusions hold for those as given here

for the averaged case). As a side result, the sparse linear model with-

out feedback (SnS no fb) improves over both baselines (data mean

and elastic net), with bootstrapped model comparison probabilities

for both MSE and C-index greater than 0.99 in favor of it. Next, we

established whether the simulated feedback improves the model.

Giving all of the feedback (SnS all fb) improves the performance

(Table 1), with bootstrapped model comparison probabilities

greater than 0.99 in favor of it against all other models.

Although the results show that the predictive models with feed-

back are confidently better, the absolute improvements in MSE are

small. Yet, the amount of explanatory power in GWAS is usually

small and especially when learning from small datasets. The meta-

analysis results, with a much larger dataset, explained 4–11% of the

variance among the four metabolites studied here (note that this is

also not predictive power but computed in the same dataset as the

association study). Computing the proportion of variance explained

(PVE) by the cross-validated predictions, PVE ¼ 1" MSE
MSEdatamean

, the

improvement is 1.4 percentage points, corresponding to almost dou-

bling (1:8% ) the predictive PVE from no feedback to all feedback

model (Table 1).

Feedback with the direction of the putative effect is more effect-

ive than general relevance feedback. We then examined the effect of

the directional feedback compared to using relevance feedback only.

Using only the relevance feedback (SnS rel. fb) improves over the no

feedback model, but the performance is decreased compared to

using both relevance and directional feedback (SnS all fb). We fur-

ther ran a sensitivity analysis with respect to the amount of not rele-

vant feedback: removing all not relevant feedback had a small

deteriorating effect in this dataset, resulting in MSE of 0.986 and

PVE of 0.031.

Sequential knowledge elicitation reduces the number of queries

required from the expert. The sequential knowledge elicitation per-

formance was then studied. Figure 3 shows the MSE as a function of

the number of queried feedbacks for random, experimental design,

and targeted experimental design sequential methods. The random

method finds hardly any useful queries in 1000 steps. Both

Table 1. Performance in metabolite concentration prediction

Data mean Elastic net SnS no fb SnS all fb SnS rel. fb

C-index 0.500 0.519 0.540 0.558 0.556

MSE 1.017 1.010 0.999 0.984 0.988

PVE 0.000 0.007 0.018 0.032 0.028

Note: Values are averages over the four target metabolites. Best result on

each row has been boldfaced. SnS¼ spike and slab sparse linear model;

fb¼ feedback; Rel. fb¼Only relevance feedback; MSE¼mean squared error;

PVE¼proportion of variance explained.

0 200 400 600 800 1000
number of feedbacks

0.984

0.986

0.988

0.99

0.992

0.994

0.996

0.998

1

M
S

E

Random sequential sampling
Sequential experimental design
Targeted sequential experimental design
All feedbacks

Fig. 3. Sequential experimental design performance in metabolite concentra-

tion prediction comparing random querying, information gain-based sequential

experimental design and its targeted version. First 1000 iterations of feedback

are shown and the result with all feedbacks is included for reference. For the

targeted sequential experimental design, each individual in the test set was the

target separately and the predictions in the resulting feedback sequence were

used for that individual. The curve is a mean over all these sequences
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Case 2: Drug effectiveness in MM

Ex vivo drug sensitivity in Multiple Myeloma 
blood samples

2935 somatic 
mutations

12 
targeted 
drugs

N=44

7 
cytogenetic 

markers
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Offline collected expert feedback
experimental design methods improve over this significantly, with

the targeted version being preferred overall. The targeted sequential

experimental design attains 70% of the performance of the all feed-

back case in 122 queries (1% of all possible queries) and 80% of the

performance in 257 queries (2%). This indicates that most of the

benefit from the feedback can be obtained using the experimental

design with much less effort from the expert than going through all

the possible queries or using random selection would require.

3.2 Drug sensitivity prediction for multiple myeloma
patients—real expert feedback
To evaluate the proposed methods in a realistic case, we apply them

to a dataset of real patients with the blood cancer multiple myeloma

and use feedback collected from two well-informed experts to simu-

late sequential knowledge elicitation. Details of the dataset and the

expert feedback collection are presented in the next section, fol-

lowed by experimental results showing the effectiveness of the meth-

ods in practice.

3.2.1 Experimental methods

We used a complete set of measurements on ex vivo drug sensitiv-

ities, somatic mutations and karyotype data (cytogenetic markers),

generated for a cohort of 44 multiple myeloma patient samples.

Drug sensitivities are presented as quantitative DSS as described by

Yadav et al. (2014) and were calculated for 308 drugs that have

been tested for dose–response in the cancer samples in five different

concentrations over a 1000-fold concentration range. Somatic muta-

tions were identified from exome sequencing data and annotated as

described earlier by Kontro et al. (2014).

We focus our analysis on 12 targeted drugs, grouped in 4 groups

based on their primary targets (BCL-2, glucocorticoid receptors,

PI3K/mTOR, and MEK1/2). Also, among the mutations, we focus

our analysis on those present in more than one patient. This results

in data matrices of 44!12 (samples versus drugs), 44! 2;935

(samples versus mutations) and 44!7 (samples versus cytogenetic

markers). In this paper, we ask the experts only about the somatic

mutations and cytogenetics markers, which the experts know better

and hence need to spend less time on in the experiments. We will ex-

tend to molecular features with less well known effects, such as gene

expression, in follow-up work.

We use leave-one-out cross-validation (That is, in computing the

predictions for each patient, that particular patient is not used in

learning the prediction model.) to estimate the performances of the

drug sensitivity prediction models, with the C-index (the probability

of predicting the correct order for a pair of samples; higher is better)

(We note that C-index computed from leave-one-out cross-valid-

ation can be biased as it compares predictions for pairs of

samples.We do not expect this to favor any particular method.)

(Costello et al., 2014; Harrell, 2015) and the MSE (lower is better)

as the performance measures. MSE values are given in the normal-

ized DSS units (zero mean, unit variance scaling on training data).

Bayesian bootstrap (Rubin, 1981) over the predictions is used to

evaluate the uncertainty in pairwise model comparisons (see Section

3.1.1).

The hyperparameters of the prediction model were set

as ar ¼ 4; br ¼ 4; aq ¼ 1; bq ¼ 2; l ¼ #2:5; x2 ¼ 1
2 and ap ¼ 19;

bp ¼ 1 to reflect our assumptions of relatively vague information on

the residual variance (roughly higher than 0.5), a minor preference

for sparse models and moderate effect sizes and the a priori quality

of the expert knowledge as 19 correct feedbacks out of 20.

3.2.2 Feedback collection

We collected feedback from two well-informed experts of multiple

myeloma, using a form containing genes with mutations that have

been causally implicated in cancer (Forbes et al., 2015) (155 genes

in our data), and seven cytogenetic markers, in total 162 features.

The experts were asked to give feedback on the relevance of features

and the direction of their effect for predicting the sensitivity to 12

targeted drugs, grouped by the targets (BCL-2, glucocorticoid recep-

tors, PI3K/mTOR and MEK1/2). We note that the experts indicated

that the same feedback applies to all drugs in the same drug group.

The answer counts by feedback type are summarized in Table 2 for

both of the experts. The experts were instructed not to refer to exter-

nal databases while completing the feedback form, in order to col-

lect their (tacit) prior knowledge on the problem and make the task

faster for them.

3.2.3 Simulated sequential elicitation user experiment

Similar to the metabolite prediction experiment (Section 3.1.2), we

simulate sequential expert knowledge elicitation by iteratively

querying (drug, feature) pairs for feedback and answering the

queries using the pre-collected feedback described in Section 3.2.2.

The queries are selected without replacement from the 1944 pairs

(12 drugs!162 genomic features) included in the feedback collec-

tion. The rest of the mutation data (2780 mutations) are not queried

for feedback, but all 2942 genomic features are included in the pre-

diction model.

3.2.4 Results

Expert knowledge elicitation improves the accuracy of drug sensitiv-

ity prediction. Table 3 establishes the baselines by comparing the

prediction model we use, the spike-and-slab regression model with-

out expert feedback, to constant prediction of training data mean

and elastic net regression (see Supplementary Material for drug-wise

performance measures). Elastic net has poor performance with re-

gard to MSE on this dataset, while the spike-and-slab model per-

forms better.

The main result is that the complete sets of feedback from both

of the experts improves the predictions, as can be seen in Table 4,

which compares the spike-and-slab model without feedback to the

model incorporating all available expert feedback. The model with

feedback from the senior researcher has 4% higher C-index and 2%

lower MSE compared to the no feedback model and is confidently

better according to the bootstrapped probabilities (0.80 for C-index

and 0.97 for MSE).

Feedback with the direction of the putative effect is more effect-

ive than general relevance feedback. We also assess the importance

of the type of the feedback by comparing a spike-and-slab model

with relevance only feedback (interpreting potential expert

Table 2. Feedback type and count, given to the 1944 (drug, feature)
pairs by the experts

Answer SR DC

Relevant, positive correlation 192 47

Relevant, negative correlation 14 34

Relevant, unknown correlation direction 26 358

Not relevant 13 0

I don’t know 1699 1505

Total 1944 1944

Note: SR¼ Senior researcher, DC¼Doctoral candidate.

i400 I.Sundin et al.
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knowledge on the direction only as relevance) to a model with

both types of feedback. Table 5 shows that the directional feed-

back improves the performance markedly, especially in the case of

the senior researcher (who gave more directional feedback than

the doctoral candidate; see Table 2). The bootstrapped probabil-

ities are 0.79 in the C-index and 0.96 in the MSE in favor of both

types of feedback compared to relevance only feedback for the se-

nior researcher and, similarity, 0.50 and 0.85 in the case of doctor-

al candidate. For the senior researcher, we also tested discarding

all ‘not-relevant’ feedback (doctoral candidate didn’t give any):

this didn’t have a noticeable effect on the performance (MSE:

1.025).

Sequential knowledge elicitation reduces the number of queries

required from the expert. In the results presented so far, the experts

had evaluated all (drug, feature) pairs and given their answers. We

next present the main result, of how much the sequential knowledge

elicitation models are able to reduce the impractical workload of the

experts to give feedback on all drug-feature-pairs. We compare the

effectiveness of the elicitation methods developed in this paper using

a simulated user experiment (see Section 3.2.3). The results in

Figure 4 show that both methods achieve faster improvement in

prediction accuracy than the random selection, as a function of the

amount of feedback. With sequential knowledge elicitation, 80% of

the final improvement is reached in the first 230 (81) and 1871 (35)

feedbacks for the targeted experimental design and non-targeted ex-

perimental design methods, respectively, using senior researcher

feedback (doctoral candidate feedback). For comparison, 1362

(1619) feedbacks are required for similar accuracy if the queries are

chosen randomly. Thus, on average, the targeted sequential experi-

mental design requires only 11% (senior researcher: 17%, doctoral

candidate: 5%) of the number of queries compared to random elicit-

ation order, and the sequential experimental design model 70% [SR:

137%, DC: 2% (The improvement, however, is not stable for doc-

toral candidate for sequential experimental design)], to achieve 80%

of the potential improvement.

4 Discussion and conclusion

Our goal was to study open questions in expert knowledge elicit-

ation in the context of precision medicine. In summary, we intro-

duced expert knowledge elicitation methods for and studied their

feasibility in the challenging task of prediction in precision medicine.

To our knowledge, this kind of approach has not been evaluated

previously in precision medicine. Our results show that accumulat-

ing expert knowledge with intelligent, experimental design-based

algorithms can improve the predictive performance in an efficient

manner considering the effort from the expert. This is particularly

important as evaluating the queries can be time-consuming for the

expert, and involve searching through databases, literature and data

(although here, in the real expert experiment, we evaluated the algo-

rithms based on the tacit knowledge of two well-informed experts).

Table 3. Performance of drug sensitivity prediction without expert
feedback

Data mean Elastic net Spike-and-slab

C-index 0.500 0.505 0.577

MSE 1.079 1.153 1.050

Note: Values are averaged over the 12 drugs. Best result on each row has

been boldfaced.

Table 4. Predictive performance of spike-and-slab regression with
and without expert feedback

No feedback Doctoral candidate Senior researcher

C-index 0.577 0.582 0.597

MSE 1.050 1.040 1.025

Note: Values are averaged over the 12 drugs.

Table 5. Performance of drug sensitivity prediction with only rele-
vance feedback and with relevance and directional feedback

Doctoral candidate Senior researcher

Relevance fb All fb Relevance fb All fb

C-index 0.583 0.582 0.578 0.597

MSE 1.048 1.040 1.048 1.025

Note: Values are averaged over the 12 drugs.

0 200 400 600 800 1000 1200 1400 1600 1800
Number of expert feedbacks

1.02

1.025

1.03

1.035

1.04

1.045

1.05

M
S

E

Doctoral candidate

Random sequential sampling
Sequential experimental design
Targeted sequential experimental design

0 200 400 600 800 1000 1200 1400 1600 1800
Number of expert feedbacks

1.02

1.025

1.03

1.035

1.04

1.045

1.05

M
S

E

Senior researcher

Fig. 4. Performance improves faster with the active elicitation methods than with randomly selected feedback queries. The curves show MSEs as a function of the

number of iterations for the three query methods, with feedback of the doctoral candidate (left) and senior researcher (right). In each iteration, a (drug, feature)

pair is queried from the expert
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Conclusions
Summary: Expert knowledge elicitation for prediction in 
precision medicine 
• modelled probabilistically as active learning from another data 

source 
• a different observation model 

Take-home: 
• Knowledge elicitation improves predictions and active learning 

reduces expert’s effort, given proper models 
• Needed for “small n, large p” 
• Many interesting open questions remain and many assumptions 

can be relaxed 
• Machine-learning-facilitated human-computer interaction has 

potential
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ABSTRACT
Providing accurate predictions is challenging for machine
learning algorithms when the number of features is larger
than the number of samples in the data. Prior knowledge can
improve machine learning models by indicating relevant vari-
ables and parameter values. Yet, this prior knowledge is often
tacit and only available from domain experts. We present a
novel approach that uses interactive visualization to elicit the
tacit prior knowledge and uses it to improve the accuracy of
prediction models. The main component of our approach is a
user model that models the domain expert’s knowledge of the
relevance of different features for a prediction task. In partic-
ular, based on the expert’s earlier input, the user model guides
the selection of the features on which to elicit user’s knowl-
edge next. The results of a controlled user study show that the
user model significantly improves prior knowledge elicitation
and prediction accuracy, when predicting the relative citation
counts of scientific documents in a specific domain.

Author Keywords
interactive knowledge elicitation; prediction; user model

ACM Classification Keywords
H.1.m Models and Principles: Miscellaneous; H.5.m Infor-
mation Interfaces and Presentation (e.g. HCI): Miscellaneous

INTRODUCTION
We address the machine learning problem of predicting val-
ues of a target variable given a training data set in which the
target variable values are known. The training data set needs
to be representative of the underlying population, and its size
must be large enough for the machine learning model to accu-
rately learn to predict the target variable. Yet, in applications
like personalized medicine [8, 24, 32], brain imaging [34, 36]
and textual document categorization [13, 19, 20, 25, 35], the
number of features by far exceeds the number of samples,
leading to the “small n large p” problem [11] where classi-
cal models inaccurately predict the target. Fitting regression
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models for this problem requires regularizing the model’s re-
gression coefficients [14, 33, 37]. Typically, the level of reg-
ularization is tuned by estimating a hyperparameter from the
data, but this neglects prior information that could be avail-
able on the problem, the prior information referring to any
knowledge of the problem the user may have before inspect-
ing the data. Yet, knowledge of the features’ effects on the
target could significantly improve predictions [29].

The use of prior knowledge in prediction is often not straight-
forward. For example, the prior information may not be avail-
able in any format that can easily be plugged into the predic-
tion model. Nevertheless, a domain expert may possess tacit
knowledge, not written down anywhere, of the relationships
between the features and the target variable. Take, for exam-
ple, the task of predicting the number of citations a scientific
document receives in a certain domain. An expert can eas-
ily indicate that the presence of a term ‘neural’ in the docu-
ment implies a higher relative citation count in the machine
learning domain. However, eliciting such tacit knowledge is
difficult when the number of putative features is large, and
checking each individual feature is excessively laborious.

We present a novel approach that extracts the tacit knowledge
from the domain expert and uses this knowledge as prior in-
formation for improved predictions. A prediction model is
still responsible for generating the predictions for the target
variable. However, a user model selects features whose rel-
evance is indicated by the user, a domain expert, using an
interactive visualization. Here, a relevant feature is a feature
that is positively correlated1 with the target value. The user
model iteratively elicits this information, to build a model of
the user’s tacit knowledge and select other features that would
benefit from the user’s input. The user input is then encoded
into prior knowledge for the prediction model to improve its
accuracy. Our contributions are:

• We present a novel method that interactively models the
user’s tacit knowledge of the relevance of features to the
predicted target, and uses this elicited information as prior
knowledge for a more accurate prediction model.

• Through a user study, we demonstrate that using a user
model to select the features that require input from the do-
main expert significantly improves prior knowledge elici-
tation when compared to randomly selected features.

1correlated in general, even if not necessarily in the training data

IUI 2017 • Interactive Machine Learning and Explanation March 13–16, 2017, Limassol, Cyprus

547

IUI 2017

86    COMMUNICATIONS OF THE ACM    |   JANUARY 2015  |   VOL.  58  |   NO.  1

contributed articles
DOI:10.1145/2656334 

The system should let users incrementally 
direct their search toward relevant, though 
not initially obvious, information. 

BY TUUKKA RUOTSALO, GIULIO JACUCCI,  
PETRI MYLLYMÄKI, AND SAMUEL KASKI 

COMBINING INTENT MODELING and visual user interfaces 
can help users discover novel information and dramatically 
improve their information-exploration performance. 

Current-generation search engines serve billions 
of requests each day, returning responses to search 
queries in fractions of a second. They are great tools 
for checking facts and looking up information for 

which users can easily create queries 
(such as “Find the closest restau-
rants” or “Find reviews of a book”). 
What search engines are not good at 
is supporting complex information-
exploration and discovery tasks that 
go beyond simple keyword queries. In 
information exploration and discov-
ery, often called “exploratory search,” 
users may have difficulty expressing 
their information needs, and new 
search intents may emerge and be dis-
covered only as they learn by reflecting 
on the acquired information.8,9,18 This 
finding roots back to the “vocabulary 
mismatch problem”13 that was iden-
tified in the 1980s but has remained 
difficult to tackle in operational infor-
mation retrieval (IR) systems (see the 
sidebar “Background”). In essence, 
the problem refers to human com-
munication behavior in which the hu-
mans writing the documents to be re-
trieved and the humans searching for 
them are likely to use very different vo-
cabularies to encode and decode their 
intended meaning.8,21 

Assisting users in the search proc-
ess is increasingly important, as ev-
eryday search behavior ranges from 
simple look-ups to a spectrum of 
search tasks23 in which search behavior 
is more exploratory and information 
needs and search intents uncertain 
and evolving over time. 

We introduce interactive intent 
modeling, an approach promoting 
resourceful interaction between hu-

Interactive 
Intent 
Modeling: 
Information 
Discovery 
Beyond 
Search 

 key insights
 ! Current search engines offer limited 

assistance in complex search tasks; 
users are distracted by having to focus 
their cognitive effort on finding navigation 
cues rather than on learning and 
selecting relevant information. 

 ! Interactive intent modeling enhances 
human information exploration through 
computational modeling (visualized for 
interaction), helping users search and 
explore via user interfaces that are highly 
functional but not cluttered or distracting. 

 ! Interactive intent modeling can 
improve task-level information-seeking 
performance by over 100%. 
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ABSTRACT
Regression under the “small n, large p” condition, of small sample
size n and large number of features p in the learning data set, is
a recurring setting in which learning from data is di�cult. With
prior knowledge about relationships of the features, p can e�ec-
tively be reduced, but explicating such prior knowledge is di�cult
for experts. In this paper we introduce a new method for eliciting
expert prior knowledge about the similarity of the roles of fea-
tures in the prediction task. The key idea is to use an interactive
multidimensional-scaling (MDS) type scatterplot display of the fea-
tures to elicit the similarity relationships, and then use the elicited
relationships in the prior distribution of prediction parameters.
Speci�cally, for learning to predict a target variable with Bayesian
linear regression, the feature relationships are used to construct a
Gaussian prior with a full covariance matrix for the regression co-
e�cients. Evaluation of our method in experiments with simulated
and real users on text data con�rm that prior elicitation of feature
similarities improves prediction accuracy. Furthermore, elicitation
with an interactive scatterplot display outperforms straightforward
elicitation where the users choose feature pairs from a feature list.

CCS CONCEPTS
•Computingmethodologies→Machine learning; •Human -
centered computing→Human computer interaction (HCI);

KEYWORDS
Interaction; prior elicitation; regression; small n large p; visualiza-
tion

1 INTRODUCTION
Regression analysis becomes di�cult when the sample size is sub-
stantially smaller than the number of features. “Small n, large p”
refers to the generic class of such problems which arise in di�erent
�elds of applied statistics such as personalized medicine [4, 17] and
text data analysis [7, 15]. The problem poses several challenges
to standard statistical methods [12] and demands new concepts
and models to cope with the challenges. An important challenge is
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that prediction by �tting regression models using traditional tech-
niques is an ill-posed task in “small n, large p” and is unlikely to be
accurate and reliable. Regularization methods [18, 21] have been
proposed to cope with this challenge; however, the improvement
they can give is limited. Additionally, modelling could use prior
information, i.e. information available about the problem prior to
observing the learning data. Prior information is often available
only as the experience and knowledge of experts. Prior elicitation
is the process of quantifying and extracting user’s prior knowledge.
The extracted knowledge can be used to improve an underlying
model. The two main questions in the process are how to quan-
tify the prior knowledge, and how to plug-in the extracted prior
knowledge to the model.

Garthwaite et al. [8] proposed a method of de�ning the full
prior distribution for a generalized linear model by quantifying
experts’ opinions on di�erent statistics such as the median, lower
and upper quantiles. Interactive Principal Component Analysis
(iPCA) [11] supports data analysis of multivariate data sets through
modi�cation of the model parameters by the user. The drawback
of these types of prior elicitation is that they assume users are
experts in the underlying model and not just domain-experts. To
solve this problem, observation-level interaction has been proposed
where the focus is on interaction between the user and the data
rather than model parameters [3, 6]. Using the extracted knowledge
from the interaction, the parameters of the underlying model are
tuned to re�ect the user’s knowledge. In recent work, Daee et al. [5]
proposed a method of eliciting user’s knowledge on the relevance
and/or weight values of single features to improve the predictions
in a sparse linear regression problem. Similarly, Micallef et al. [13]
proposed an interactive visualization to extract user’s knowledge
on the relevance of individual features for a prediction task.

In this paper, we present a novel approach on interactive prior
elicitation of pairwise similarities of features in “small n, large p”
prediction task. The proposed approach uses an interactive MDS-
type scatterplot of the features to let users give feedback on their
pairwise similarities, in the sense of how similarly they would
a�ect the predictions. Based on this input, the system learns a
new similarity metric for the features and redraws the scatterplot.
Finally, the learned metric is used to de�ne a prior distribution for
the prediction parameters. The proposed approach shields users
from the technicalities of the underlying model. The contributions
of this paper can be summarized as:

• User’s prior knowledge is quanti�ed as the prior covariance
of the regression coe�cients in a Bayesian linear regression
model. Using this interpretation, our system lets the user
manipulate the prior distribution of the model parameter
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Using counterfactual queries to improve models for decision-support
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Abstract
In this extended abstract, we generalize active

learning to tasks where a human has to choose

which action a to take for a target after observing

its covariates x̃ and predicted outcomes p(ỹ|x̃, a).
An example case is personalized medicine and

the decision of which treatment to give to a pa-

tient. We show that standard active learning,

which is not aware of the final task, would be

very inefficient, and we introduce a new problem

of decision-making-aware active learning. We for-

mulate the problem as finding the query with the

highest information gain for the specific decision-

making task, assuming a rational decision-maker.

The problem can be solved particularly efficiently

assuming an expert able to answer queries about

counterfactuals. We demonstrate the effective-

ness of the proposed method in a binary outcome

decision-making task using simulated data, and in

a continuous-valued outcome task on the medical

dataset IHDP with synthetic treatment outcomes.

The outcomes are predicted using Gaussian pro-

cesses.

1. Introduction
In this extended abstract we study active learning for tasks

where causal models are used for decision support by pro-

viding predictions of outcomes under alternative actions as

in (Schulam & Saria, 2017). To fit such a model, we need

data recording previous actions a, observed outcomes y,

and any features relevant to the context of the decision x.

When the data are collected retrospectively (i.e., the action

policy in the training data is not under our control, and may

even be unknown), then predicting the effects of interven-

tions requires careful assumptions about the data generating

process. In this work, we will assume that there are no

unmeasured confounders. Even in this simplified setting,

however, there is the issue of imbalance in the observed

*
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Department of Computer Science,

Johns Hopkins University, Baltimore, MD 21218, USA. Corre-
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Figure 1. Sample decision-making task is to choose a treatment

for a specific x̃ (red mark). Lower y is better. The problem is

that there are no observations about one of the treatments close

to x̃, which causes the treatment • appear to be the best choice,

although that may be incorrect as shown at the bottom. We propose

counterfactual elicitation to acquire from an expert an observation

on what would have been the outcome had one training sample

received a different treatment. Expected information gain, a tra-

ditional active learning criterion, would acquire a sample that is

maximally informative across the whole training set, hence in this

case around the center of the figure. Decision-making aware active

learning, proposed in this work, will know to ask about • close to

x̃ instead, at the red points.

actions in the data. Imbalance arises when our training data

contain certain contexts x where not all actions have been

taken. Intuitively, this means that we have high model un-
certainty for certain combinations of actions and contexts

that may nevertheless be of interest to the decision-maker.

This is illustrated in Figure 1.

Given that human experts are in the loop for the decision-

making tasks, a natural question to ask is can their expertise

be tapped on to help solve the imbalance issues. Assuming

an expert is able to give (even noisy) answers we propose

eliciting their knowledge with counterfactual queries, “what

would have happened if.” Choosing which questions to

ask is an active learning question, to which standard active
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ABSTRACT
In human-in-the-loop machine learning, the user provides in-
formation beyond that in the training data. Many algorithms
and user interfaces have been designed to optimize and facili-
tate this human–machine interaction; however, fewer studies
have addressed the potential defects the designs can cause.
Effective interaction often requires exposing the user to the
training data or its statistics. The design of the system is then
critical, as this can lead to double use of data and overfitting,
if the user reinforces noisy patterns in the data. We propose
a user modelling methodology, by assuming simple rational
behaviour, to correct the problem. We show, in a user study
with 48 participants, that the method improves predictive per-
formance in a sparse linear regression sentiment analysis task,
where graded user knowledge on feature relevance is elicited.
We believe that the key idea of inferring user knowledge with
probabilistic user models has general applicability in guarding
against overfitting and improving interactive machine learning.

Author Keywords
Interactive machine learning; probabilistic modelling;
Bayesian inference; overfitting; expert prior elicitation;
human-in-the-loop machine learning;

INTRODUCTION
Interactive and human-in-the-loop machine learning (and the
related field of visual analytics) exploits the complementary
knowledge and skills of humans and machines to improve per-
formance over automatic training-data-based machine learning
and to extend the reach of machine learning systems [1, 2, 3,
8, 13, 17]. However, the study of how to optimally combine
the strengths of humans and machines is still in its early phase,
and many possible issues arising from the interaction have not
been thoroughly considered yet.
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Figure 1. A schematic example of overfitting in human-in-the-loop ma-
chine learning. The machine and user are collaborating to improve a
regression problem. The machine fits a regression model to the training
data (green dots) and employs it to interact with the user (here by visu-
alizing the trained model). Through the interaction, the user learns as-
pects of the training data and considers them to update her latent knowl-
edge and to form her feedback. This creates a dependency between the
feedback and training data that needs to be accounted for in the model
to avoid double use of data and overfitting.

Overfitting, that is, the model fitting to idiosyncrasies in the
training data and hence not generalizing to new data, is a thor-
oughly studied topic in automatic machine learning. Subtle
issues with regard to overfitting can arise when introducing a
human into the loop. Yet the risk of overfitting seems little dis-
cussed in the interactive machine learning literature, although
many methods combine user interaction with training-data-
based machine learning models. For example, many methods
visualize statistics of training data or machine output directly
for the user [1, 10, 11, 18, 13, 14, 21, 23] or use the training
data to select informative queries to present for the user (e.g.,
active learning) [3, 19, 20]. Some methods use validation

datasets in addition to the training set to evaluate the perfor-
mance. This can help to alleviate overfitting, but if the user
can interact with the model based on the results on the vali-
dation, the validation set is effectively only another training
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Parameter inference

STA in cognitive science: (i) simplified models, (ii) 
find parameters from literature, or (iii) fit parameters by 
manual iteration 

STA in machine learning: Inverse reinforcement 
learning (IRL) 
• So far requires fully observed state-action 

sequences 
• Intractable for partial/summary data: would need to 

integrate over all unobserved sequences



Inverse modelling of complex 
interactive behavior

   FCAI in a nutshell 

● We will solve 3 bottleneck problems in AI with other fields and industry for direct impact.


● FCAI attracts and educates further talent.

Interactive  
User Behaviour

Simulated  
User (0)

Forward modelling

Inverse modelling

Real User



Inferring cognitive models from data

Our solution: 
Approximate 
Bayesian 
Computation 
(ABC)

Figure 2. Overview of the ABC inference process for HCI models: Ob-
served user data and priors of the parameters are fed into the ABC al-
gorithm, which then approximates the posterior distribution of the pa-
rameter values. The algorithm iterates by choosing values for the pa-
rameters of the model (here a CR model) and generating simulated user
data. For CR models, generating simulated data requires first training
a reinforcement learning agent using the given parameter values.

write down the formula for the most likely parameter values
given data. For complex models, such formula might not exist,
but it is often possible to write down an explicit likelihood

function, L(q |Yobs), which evaluates the likelihood of the pa-
rameters q given the observed data Yobs. When this likelihood
function can be evaluated efficiently, inverse modeling can be
done, even for reinforcement learning (RL) models [32, 39,
45]. However, this inverse reinforcement learning has been
only possible when precise observations are available of the
environment states and of the actions the agent took, which in
HCI applications is rarely the case.

When the likelihood function of the model can not be evaluated
efficiently, there are generally two options left. The traditional
way in HCI has been to set the model parameters based on past
models and existing literature. If this has not led to acceptable
predicted behavior, the researcher might have further tuned
the parameters by hand until the predictions were satisfactory.
However, this process generally has no guarantees that the
final parameters will be close to the most likely values. An
alternative solution, which we have not seen used in HCI con-
text before, would be to use likelihood-free inference methods,
that allow the model parameters to be estimated without re-
quiring the likelihood function to be evaluated directly. These
methods are derived based on mathematical principles, and
thus offer performance guarantees, at least in the asymptotic
case. ABC is one such method [42], and we will explain it
next in more detail.

Approximate Bayesian Computation (ABC)
ABC is a principled method for finding parameter values for
complex HCI models, including simulators, based on observed
data and prior knowledge. It repeatedly simulates data using
different parameter values, in order to find regions of the
parameter space that lead to simulated data that is similar to the
observed data. Different ABC algorithms differ, for example,
in the way in which they choose the parameter values.

The main benefit of ABC for HCI is its generality: the only
assumption needed is that the researcher is able to repeat-
edly simulate observations with different parameter values.
Therefore, while in this paper we examine only a particular
simulator, the approach is of more general value. To be precise,
ABC can be used in the following recurring scenario in HCI:

• Inputs: A model M with unknown parameters q ; prior
knowledge of reasonable values for q (for example from

literature); observations Yobs of interactive behavior (for
example from user study logs)

• Outputs: Estimates of likely values for parameters q and
their uncertainty. Likely values of q should produce a close
simulated replication of observed data: M(q)⇡ Yobs, while
still being plausible given prior knowledge.

The process of using ABC is depicted in Figure 2. First the
researcher implements her model as an executable simulator.
Values for well-known parameters of the model are set by hand.
For inferred parameters q a prior probability distribution P(q)
is defined by the researcher based on her prior knowledge
of plausible values. The researcher then defines the set of
observations Yobs that q will be conditioned on. Next, the re-
searcher defines a discrepancy function d(Yobs,Ysim)! [0,•),
that quantifies the similarity of the observed and simulated
data in a way meaningful for the researcher. Finally, an ABC
algorithm is run; it selects at which parameter values {qi} the
simulator will be run, and how the conditional distribution of
the parameter values, also known as the posterior P(q |Yobs),
is constructed based on the simulations.

BOLFI: An ABC Variant Used in This Paper
This paper employs a recent variant of ABC called BOLFI
[18], which reduces the number of simulations3 while still
being able to get adequate estimates for q . An overview of the
method is shown in Figure 3.

The main idea of BOLFI is to learn a statistical regression
model—called a Gaussian process—for estimating the dis-
crepancy values over the feasible domain of q from a smaller
number of samples that do not densely cover the whole pa-
rameter space. This is justified when the situation is such that
small changes in q do not yield large changes in the discrep-
ancy. Additionally, as we are most interested in finding regions
where the discrepancy is small, BOLFI uses a modern opti-
mization method called Bayesian optimization for selecting
the locations where to simulate. This way we can concentrate
the samples to parameter regions that are more likely to lead
to low discrepancy simulated data. This approach has resulted

3The naive way to use ABC would be to simulate a large amount of
samples densely covering the parameter space and keep those that
have the lowest discrepancy values. This method is also known as
Rejection ABC. However, as in our case the simulations take multiple
hours each, this approach has infeasible total computation time.

Figure 3. Left: BOLFI finds parameter values that are best able to re-
produce empirical observations Y0 (here the best sample is Y3, produced
by simulating with parameter values q3). Right: BOLFI first constructs
a statistical regression model for predicting the discrepancy values d as-
sociated with different parameter values q , and then uses Lower Confi-
dence Bound (LCB) values for choosing the next sample location qnext .

What is special: 
• very heavy simulator: reinforcement learning in 

the inner loop 
• interpretable as model of rational decision maker



Summary: why is this difficult
• Only coarse-level summary observations 

available 
• Only simulator-type models available 
=> very promising candidate for ABC solutions 

But: Running a simulation is extremely 
computationally intensive. A reinforcement 
learning problem needs to be solved in each 
simulation run. 
=> need to minimize number of simulator runs 
=> Bayesian optimization (BOLFI) 
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ABSTRACT
An important problem for HCI researchers is to estimate the
parameter values of a cognitive model from behavioral data.
This is a difficult problem, because of the substantial complex-
ity and variety in human behavioral strategies. We report an
investigation into a new approach using approximate Bayesian
computation (ABC) to condition model parameters to data and
prior knowledge. As the case study we examine menu interac-
tion, where we have click time data only to infer a cognitive
model that implements a search behaviour with parameters
such as fixation duration and recall probability. Our results
demonstrate that ABC (i) improves estimates of model pa-
rameter values, (ii) enables meaningful comparisons between
model variants, and (iii) supports fitting models to individual
users. ABC provides ample opportunities for theoretical HCI
research by allowing principled inference of model parameter
values and their uncertainty.

ACM Classification Keywords
H.1.2 User/Machine Systems: Human factors, Human infor-
mation processing

Author Keywords
Approximate Bayesian computation; Cognitive models in
HCI; Computational rationality; Inverse modeling

INTRODUCTION
It has become relatively easy to collect large amounts of data
about complex user behaviour. This provides an exciting op-
portunity as the data has the potential to help HCI researchers
understand and possibly predict such user behavior. Yet, un-
fortunately it has remained difficult to explain what users are
doing and why in a given data set.

The difficulty lies in two problems: modeling and inference.
The modeling problem consists of building models that are

Permission to make digital or hard copies of part or all of this work for personal or
classroom use is granted without fee provided that copies are not made or distributed
for profit or commercial advantage and that copies bear this notice and the full citation
on the first page. Copyrights for third-party components of this work must be honored.
For all other uses, contact the Owner/Author.
Copyright is held by the owner/author(s).
CHI 2017, May 06–11, 2017, Denver, CO, USA
ACM 978-1-4503-4655-9/17/05.
DOI: http://dx.doi.org/10.1145/3025453.3025576

sufficiently general to capture a broad range of behaviors.
Any model attempting to explain real-world observations must
cover a complex interplay of factors, including what users
are interested in, their individual capacities, and how they
choose to process information (strategies). Recent research
has shown progress in the direction of creating models for
complex behavior [5, 13, 14, 16, 19, 21, 25, 27, 29, 36]. After
constructing the model, we are then faced with the inference

problem: how to set the parameter values of the model, such
that the values agree with literature and prior knowledge, and
that the resulting predictions match with the observations we
have (Figure 1). Unfortunately, this problem has been less
systematically studied in HCI. To this end, the goal of this
paper is to report an investigation into a flexible and powerful
method for inferring model parameter values, called approxi-

mate Bayesian computation (ABC) [42].

ABC has been applied to many scientific problems [7, 15, 42].
For example, in climatology the goal is to infer a model of
climate from sensor readings, and in infectious disease epi-
demiology an epidemic model from reports of an infection
spread. Inference is of great use both in applications and
in theory-formation, in particular when testing models, iden-
tifying anomalies, and finding explanations to observations.
However ABC, nor any other principled inference method,
have, to our knowledge, been applied to complex cognitive
models in HCI1.

We are interested in principled methods for inferring parame-
ter values, because they would be especially useful for process
models of behaviour. This is because the models are usually
defined as simulators, and thus the inference is very difficult to
perform using direct analytical means2. Such process models
in HCI have been created, for example, based on cognitive
science [2, 9, 11, 16, 26, 41], control theory [23], biomechan-
ics [4], game theory [10], foraging [38, 37], economic choice
[3], and computational rationality [13]. In the absence of prin-
cipled inference methods for such models, some approaches

1For simpler models, such as regression models (e.g., Fitts’ law),
there exist well-known methods for finding parameter values, such as
ordinary least squares.
2In technical terms, such models generally do not have a likeli-

hood function—defining the likelihood of parameter values given the
observations—that could be written in closed form.

Inverse Reinforcement Learning from Summary Data

Antti Kangasrääsiö
1

Samuel Kaski
1

Abstract

Inverse reinforcement learning (IRL) aims to ex-
plain observed complex behavior by fitting re-
inforcement learning models to behavioral data.
However, traditional IRL methods are only ap-
plicable when the observations are in the form
of state-action paths. This is a problem in many
real-world modelling settings, where only more
limited observations are easily available. To ad-
dress this issue, we extend the traditional IRL
problem formulation. We call this new formu-
lation the inverse reinforcement learning from
summary data (IRL-SD) problem, where instead
of state-action paths, only summaries of the paths
are observed. We propose exact and approxi-
mate methods for both maximum likelihood and
full posterior estimation for IRL-SD problems.
Through case studies we compare these methods,
demonstrating that the approximate methods can
be used to solve moderate-sized IRL-SD prob-
lems in reasonable time.

1. Introduction

Inverse reinforcement learning (IRL) has generally been
formulated (Russell, 1998; Ng & Russell, 2000; Ra-
machandran & Amir, 2007; Ziebart et al., 2008) as:

Given (1) a set of state-action paths ⌅ = {⇠1, . . . , ⇠N},
where ⇠i = (si0, a

i
1, . . . , a

i
Ti�1, s

i
Ti
); (2) a Markov

decision-process (MDP) with reward-function R(s, a; ✓),
where the ✓ are unknown parameters; and optionally (3)
prior P (✓).1

Determine a point estimate ✓̂ or a posterior P (✓|⌅).

Methods for solving the IRL problem have been used
for parameter inference in multiple real-world modelling
situations where complex behavior has been observed in

1Helsinki Institute for Information Technology HIIT, Depart-
ment of Computer Science, Aalto University, Finland. Correspon-
dence to: Antti Kangasrääsiö <antti.kangasraasio@aalto.fi>,
Samuel Kaski <samuel.kaski@aalto.fi>.

Copyright 2017 by the author(s).
1 The notation is elaborated in Section 2.

the form of state-action paths. Examples include driver
route modelling (Ziebart et al., 2008), helicopter acrobat-
ics (Abbeel et al., 2010), learning to perform motor tasks
(Boularias et al., 2011), dialogue systems (Chandramo-
han et al., 2011), pedestrian activity prediction (Ziebart
et al., 2009; Kitani et al., 2012), and commuting routines
(Banovic et al., 2016). An overview of existing methods is
given in Section 2.

However, a limitation with the traditional problem formu-
lation is the assumption that full paths containing both ac-
tions and states have been observed.2 In many real-world
situations such fine-grained observations may not be avail-
able, or acquiring them may be prohibitively expensive. In
fact, it can be argued that the number of cases where only
more limited observations are available is probably much
larger than those with accurate path data.

It is a common scenario that various other types of obser-
vations of the behavior of the agent are available, and we
would like to estimate the preferences, tasks or properties
of the agent. One such example would be identifying the
capabilities of computer users based on observations from
them “in the wild”, where the types of observations may
vary case-by-case (Wobbrock et al., 2011).

To extend IRL to the kind of situations where instead of
state-action paths, arbitrary summaries of the underlying
true paths are observed, we formulate the inverse reinforce-
ment learning from summary data (IRL-SD) problem, de-
fined in Section 3.

In Section 4 we derive the likelihood function for this prob-
lem, but observe that evaluating it is computationally ex-
pensive. To address this issue, we propose a surrogate that
is faster to evaluate in practice. For inference, we propose
a Bayesian optimization based method.

In Section 5 we demonstrate that by using the surrogate we
get results comparative to using the exact likelihood. We
also demonstrate that we are able to infer ML estimates
for moderate-sized toy models and the full posterior for a
model of human visual search, based on only summary ob-
servations.

2 Or in some formulations, a sufficient amount of separate
state-action transitions.
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Abstract

This paper addresses a common challenge with computational cognitive models: identifying
parameter values that are both theoretically plausible and generate predictions that match well
with empirical data. While computational models can offer deep explanations of cognition, they
are computationally complex and often out of reach of traditional parameter fitting methods. Weak
methodology may lead to premature rejection of valid models or to acceptance of models that
might otherwise be falsified. Mathematically robust fitting methods are, therefore, essential to the
progress of computational modeling in cognitive science. In this article, we investigate the capa-
bility and role of modern fitting methods—including Bayesian optimization and approximate
Bayesian computation—and contrast them to some more commonly used methods: grid search
and Nelder–Mead optimization. Our investigation consists of a reanalysis of the fitting of two pre-
vious computational models: an Adaptive Control of Thought—Rational model of skill acquisition
and a computational rationality model of visual search. The results contrast the efficiency and
informativeness of the methods. A key advantage of the Bayesian methods is the ability to esti-
mate the uncertainty of fitted parameter values. We conclude that approximate Bayesian computa-
tion is (a) efficient, (b) informative, and (c) offers a path to reproducible results.

Keywords: Parameter estimation; Inference; Cognitive models; Machine learning; Computational
statistics; Bayesian optimization; Approximate Bayesian computation
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 ELFI: ABC for everyone

ELFI = Engine for Likelihood-Free Inference, 
launched in Dec 2016

Why use ELFI?
• For end users: Bring your own simulator, the 

engine does the inference, diagnostics and 
visualization

• For advanced users: Model definition as 
graphical models; out-of-the-box parallelization; 
interface in Python

• For developers: Modular community-driven 
design  —> easy to re-use and contribute



elfi.readthedocs.io
pip install elfi

ELFI: Engine for Likelihood Free Inference

Jarno Lintusaari1, Henri Vuollekoski1, Antti Kangasrääsiö1, Kusti
Skytén1, Marko Järvenpää1, Michael Gutmann2, Aki Vehtari1*,

Jukka Corander3*, and Samuel Kaski1*
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Abstract

The Engine for Likelihood-Free Inference (ELFI) is a Python soft-
ware library for performing likelihood-free inference (LFI). ELFI pro-
vides a convenient syntax for specifying LFI models commonly composed
of priors, simulators, summaries, distances and other custom operations.
These can be implemented in a wide variety of languages. Separating
the modelling task from the inference makes it possible to use the same
model with any of the available inference methods without modifica-
tions. A central method implemented in ELFI is Bayesian Optimization
for Likelihood-Free Inference (BOLFI), which has recently been shown
to accelerate likelihood-free inference up to several orders of magnitude.
ELFI also has an inbuilt support for output data storing for reuse and
analysis, and supports parallelization of computation from multiple
cores up to a cluster environment. ELFI is designed to be extensible and
provides interfaces for widening its functionality. This makes addition
of new inference methods to ELFI straightforward and automatically
compatible with the inbuilt features.
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Summary
• First study on inferring parameters of cognitive 

models from summary-level observation data 
• Can also be interpreted as inverse 

reinforcement learning based on summary data 
• Big application opportunities:  

• simulated user experiments 
• AIs that understand users 

• efficient implementation with Engine for 
Likelihood-free inference (ELFI) 
elfi.readthedocs.io



Is keyword k relevant? Not quite sure but 
more likely relevant, 
so I will answer “yes” 



Is keyword k relevant?



Fig: thanks to Pedram Daee



Interactive AI with a Theory of Mind
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∗Both authors contributed equally to this re-
search. ABSTRACT

Understanding each other is the key to success in collaboration. For humans, a�ributing mental states
to others, the theory of mind, provides the crucial advantage. We argue for formulating human–AI
interaction as a multi-agent problem, endowing AI with a computational theory of mind to understand
and anticipate the user. To di�erentiate the approach from previous work, we introduce a categorisation
of user modelling approaches based on the level of agency learnt in the interaction. We describe our
recent work in using nested multi-agent modelling to formulate user models for multi-armed bandit
based interactive AI systems, including a proof-of-concept user study.

KEYWORDS
multi-agent reinforcement learning, probabilistic modelling, theory of mind, user modelling

INTRODUCTION
Artificial agents, constructed using deep learning and probabilistic modelling, have achieved human-
level or super-human performance in specific well-defined domains, such as competitive games and
character recognition and generation [11]. Yet, they lack in abilities that are important in human

Permission to make digital or hard copies of all or part of this work for personal or classroom use is granted without fee
provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice and the
full citation on the first page. Copyrights for components of this work owned by others than the author(s) must be honored.
Abstracting with credit is permi�ed. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires prior
specific permission and/or a fee. Request permissions from permissions@acm.org.
Computational Modeling in HCI: ACM CHI 2019 Workshop, May 5, 2019, Glasgow, UK
© 2019 Copyright held by the owner/author(s). Publication rights licensed to ACM.
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Summary
1. Interactive knowledge elicitation

– sequential inference 
– joint user-prediction model
– useful for “large p, small n” data
– case: personalized medicine

2. Inferring cognitive user models with ABC
– computational rationality
– a new inverse reinforcement learning 

problem
– with ABC & ELFI



 

Papers and code available at:
http://research.cs.aalto.fi/pml/
http://fcai.fi

Thanks to many students and collaborators, listed 
earlier in the talk!
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